a How we look inside an open model: what each intervention touches
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patched: seven open models, 3-14B (Qwen2.5-3B shown)

MA activation patching: copy one layer's residual
from the source run into the required-JSON run

position control: overwrite the last k prompt
positions, from k = 1 to the whole prompt

M3 steering: add a(h_INT - h_PLAIN) at one layer,
with the prompt left unchanged
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C How one patch is run
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